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• Business Understanding 

 

• This initial phase focuses on understanding the project objectives and 

requirements from a business perspective, and then converting this 

knowledge into a data mining problem definition, and a preliminary plan 

designed to achieve the objectives.  

 

• A decision model, especially one built using the Decision Model and 

Notation standard can be used. 

6 Steps in CRISP_DM 



• Data Understanding 

 

• The data understanding phase starts with an initial data collection and 

proceeds with activities in order to get familiar with the data, to identify 

data quality problems, to discover first insights into the data, or to detect 

interesting subsets to form hypotheses for hidden information. 

 

6 Steps in CRISP_DM 



 

• Data Preparation 

 

• The data preparation phase covers all activities to construct the final 

dataset (data that will be fed into the modeling tool(s)) from the initial 

raw data. 

 

• Data preparation tasks are likely to be performed multiple times, and 

not in any prescribed order. Tasks include table, record, and attribute 

selection as well as transformation and cleaning of data for modeling 

tools 

 

6 Steps in CRISP_DM 



• Modeling 

 

• In this phase, various modeling techniques are selected and applied, and their 

parameters are calibrated to optimal values.  

 

• Typically, there are several techniques for the same data mining problem type. 

  

• Some techniques have specific requirements on the form of data. Therefore, 

stepping back to the data preparation phase is often needed. 

6 Steps in CRISP_DM 



• Evaluation 

 

• At this stage in the project you have built a model (or models) that appears to 

have high quality, from a data analysis perspective.  
 

• Before proceeding to final deployment of the model, it is important to more 

thoroughly evaluate the model, and review the steps executed to construct the 

model, to be certain it properly achieves the business objectives.  
 

• A key objective is to determine if there is some important business issue that 

has not been sufficiently considered.  
 

• At the end of this phase, a decision on the use of the data mining results should 

be reached. 

6 Steps in CRISP_DM 



• Deployment 

 

 

• Creation of the model is generally not the end of the project. Even if the 

purpose of the model is to increase knowledge of the data, the knowledge 

gained will need to be organized and presented in a way that is useful to the 

customer.  

6 Steps in CRISP_DM 



 

•  Depending on the requirements, the deployment phase can be as simple as 

generating a report or as complex as implementing a repeatable data scoring 

(e.g. segment allocation) or data mining process. 

 

•  In many cases it will be the customer, not the data analyst, who will carry out 

the deployment steps.  

 

• Even if the analyst deploys the model it is important for the customer to 

understand up front the actions which will need to be carried out in order to 

actually make use of the created models 

6 Steps in CRISP_DM 



• To be able to test the predictive analysis model you built, you need to 

split your dataset into two sets: training and test datasets.  

 

• These datasets should be selected at random and should be a good 

representation of the actual population. 

 

• Similar data should be used for both the training and test datasets. 

 

• Normally the training dataset is significantly larger than the test dataset. 

How to Test Predictive Models 



• Using the test dataset helps you avoid errors such as over-fitting 

 

• The trained model is run against test data to see how well the model 

will perform 

 

• Some data scientists prefer to have a third dataset that has 

characteristics similar to those of the first two: a validation dataset.  

 

• The idea is that if you’re actively using your test data to refine your 

model, you should use a separate (third) set to check the accuracy of 

the model. 

How to Test Predictive Models – cont’d 



• Having a validation dataset, that wasn’t used as part of the 

development process of your model, helps ensure a neutral estimation 

of the model’s accuracy and efficacy. 
 

• If you’ve built multiple models using various algorithms, the validation 

sample can also help you evaluate which model performs best. 
 

• Make sure you double-check your work developing and testing the 

model. In particular, be skeptical if the performance or the accuracy of 

the model seems too good to be true. 
 

•  Errors can occur where you least expect them. Incorrectly calculating 

dates for time series data, for example, can lead to erroneous results. 

Model validation 



• How to employ cross-validation 

 

• Cross-validation is a popular technique you can use to evaluate and 

validate your model.  

 

• The same principle of using separate datasets for testing and training 

applies here: The training data is used to build the model; the model is 

run against the testing set to predict data it hasn’t seen before, which is 

one way to evaluate its accuracy. 

 

Cross  Validation 



• In cross-validation, the historical data is split into X numbers of subsets.  

 

• Each time a subset is chosen to be used as test data, the rest of the 

subsets are used as training data.  

 

• Then, on the next run, the former test set becomes one of the training 

sets and one of the former training sets becomes the test set 

Cross  Validation 



• The process continues until every subset of that X number of sets has 

been used as a test set. 

 

• For example, imagine you have a dataset that you have divided into 5 

sets numbered 1 to 5. In the first run, you use set 1 as the test set and 

use sets 2, 3, 4 and 5 as the training set. Then, on the second run, you 

use set 2 as the test set and sets 1, 3, 4, and 5 as training set. 

 

• You continue this process until every subset of the 5 sets has been 

used as a test set. 

Cross  Validation 



• Cross-validation allows you to use every data point in your 

historical data for both training and testing. 

  

• This technique is more effective than just splitting your 

historical data into two sets, using the set with the most 

data for training, using the other set for testing, and leaving 

it at that. 

 

Cross  Validation 



 

• When you cross-validate your data, you’re protecting yourself against 

randomly picking test data that’s too easy to predict — which would 

give you the false impression that your model is accurate. 

  

• Or, if you happen to pick test data that’s too hard to predict, you might 

falsely conclude that your model isn’t performing as you had hoped. 

 

• Cross-validation is widely used not only to validate the accuracy of 

models but also to compare the performance of multiple models. 

 

 

Cross  Validation 



 

• How to balance bias and variance 

 

• Bias and variance are two sources of errors that can take place as 

you’re building your analytical model. 

 

• Bias is the result of building a model that significantly simplifies the 

presentation of the relationships among data points in the historical 

data used to build the model. 

 

Bias and Variance Controls 



• Variance is the result of building a model that is explicitly specific to the data 

used to build the model. 

 

• Achieving a balance between bias and variance — by reducing the variance 

and tolerating some bias — can lead to a better predictive model. This trade-off 

usually leads to building less complex predictive models. 

 

• Many data-mining algorithms have been created to take into account this trade-

off between bias and variance 

Bias and Variance Controls 



• Always double-check your work. You may have overlooked something you 

assumed was correct but isn’t.  

 

• Such flaws could show up (for example) among the values of a predictive 

variable in your dataset, or in the preprocessing you applied to the data. 

 

•  If the algorithm you chose isn’t yielding any results, try another algorithm. For 

example, you try several classification algorithms available and depending on 

your data and the business objectives of your model, one of those may perform 

better than the others. 

 

Model Trouble-shooting 



• Try selecting different variables or creating new derived 

variables. Be always on the lookout for variables that have 

predictive powers. 

 

• Frequently consult with the business domain experts who 

can help you make sense of the data, select variables, and 

interpret the model’s results 

Bias and Variance Controls 


